
 

 

 

 

 

​

Data-Driven Tutor Scheduling at WARC:​

Time-Series Modeling and Predictive Analytics for Academic Support Optimization 

 

Karina Andriushchenko and Kaiyrkul Kanatbekova 

Department of Software Engineering, American University of Central Asia 

COM/MAT 295: Data Science 

Polina Dolmatova, Ph.D. 

November 22, 2025 

 

 

 

 

 

Data-Driven Tutor Scheduling at WARC: Time-Series Modeling and Predictive Analytics for 
Academic Support Optimization  © 2025 by Karina Andriushchenko, Kaiyrkul Kanatbekova is 

licensed under CC BY-NC-ND 4.0. 

https://docs.google.com/document/d/1og9fGZ-7950rPd8kdynYoIJV5j0AQeDEnaWdKS-RTf8/edit?usp=sharing
https://docs.google.com/document/d/1og9fGZ-7950rPd8kdynYoIJV5j0AQeDEnaWdKS-RTf8/edit?usp=sharing
https://creativecommons.org/licenses/by-nc-nd/4.0/


Data-Driven Tutor Scheduling 

Abstract 

This study aims to assist the Writing and Academic Resources Center (WARC) at our 

university in developing a data-driven approach for allocating tutor schedules across subjects. 

WARC currently distributes tutor hours without a clear method for estimating the percentage of 

time each subject should occupy in a semester. To address this gap, we analyzed historical 

tutoring data from 2020 to 2025, including planned sessions and actual booked sessions. 

Forecasts for future demand were generated using the Prophet model with an added 

Spring-semester regressor. In addition to semester-level forecasting, we conducted an 

intra-semester analysis to examine weekly booking dynamics and identify peak load periods. To 

complement the quantitative findings, we also administered a Google Forms questionnaire to 

current tutors. The survey collected tutors’ perceptions of booking patterns, seasonal demand 

differences (Fall vs. Spring), peak weeks and hours, perceived difficulty of subjects, and reasons 

for low or high demand. 

The final output includes visualizations, insights on weekly and semester-level demand, 

and an Excel table recommending the percentage share each subject should occupy for the next 

four semesters, along with expected increases or decreases in overall bookings. This work 

provides WARC with clear, evidence-based guidance to optimize tutor scheduling and better 

prepare for fluctuations in student demand. 

 

Problem Statement  

The Writing and Academic Resources Center (WARC) currently needs a structured, 

data-driven method for determining how tutor hours should be allocated across subjects each 

semester. Although WARC collects data on planned and actual tutoring sessions, this information 

is not systematically used to estimate subject-level demand or to anticipate changes in booking 

patterns between Fall and Spring semesters. As a result, scheduling often relies on intuition 

rather than evidence, making it difficult to plan tutor availability efficiently, prepare for seasonal 

demand fluctuations, or identify peak weeks within each semester. 
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To address this challenge, we use historical data from 2020–2025 to forecast tutoring 

demand by subject for the next four semesters. Forecasts were generated using the Prophet 

model with a Spring-semester regressor to capture seasonal effects. We further analyzed 

intra-semester booking dynamics on a weekly basis to identify peak load periods and understand 

how demand evolves across the semester. To complement the quantitative analysis, we 

conducted a tutor questionnaire via Google Forms. The survey captured tutors’ perceptions of 

booking dynamics, seasonal differences, peak hours and weeks, perceived difficulty of subjects, 

and key reasons for low or high demand. These insights help contextualize the numerical 

forecasts and highlight factors that may influence scheduling beyond the raw data. 

Based on the combined findings, we produce an Excel-based recommendation table 

showing (1) the percentage of total tutoring time each subject should occupy in upcoming 

semesters, and (2) the expected increase or decrease in overall bookings for the next semester. 

This evidence-based approach provides WARC with practical guidance to improve tutor 

scheduling and align resources with actual student needs. 

Theoretical Model of the Problem & Algorithm justification 

The theoretical model behind this project combines descriptive analytics with predictive 

time series modeling to understand how tutoring demand changes across semesters and subjects. 

We first conducted exploratory analysis to examine how bookings were distributed between 

subjects, how demand varied from Fall to Spring, and how weekly patterns evolved inside each 

semester. This initial investigation revealed several recurring behaviors, including clear 

semester-driven seasonality, long-term shifts in overall demand, and identifiable peak weeks 

when bookings consistently increase. 

To formalize these observations, we applied time series decomposition, separating the 

data into trend, seasonality, and irregular components. The trend captured the long-term direction 

of demand, while the seasonal component reflected repeating academic cycles. The irregular part 

represented random or one-time events. This decomposition showed that WARC’s demand 

patterns are structured, stable, and strongly tied to the academic calendar, making the problem 

suitable for forecasting methods that handle seasonal academic behavior. 
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For forecasting, we used the Prophet model developed by Meta. Prophet is based on a 

generalized additive framework, meaning it models a time series as a sum of interpretable pieces 

such as trend and seasonality. It supports flexible growth patterns and uses Fourier series to 

represent recurring seasonal structures. The model was selected because it is well suited for 

educational data: it handles missing records reliably, requires minimal manual tuning, and makes 

it easy to incorporate additional explanations of demand. A key part of our implementation was 

adding a custom regressor, is_spring, indicating whether a data point belongs to the Spring 

semester. Our exploratory analysis clearly showed that booking behavior differs between Fall 

and Spring. Prophet’s ability to integrate such categorical effects as regressors allowed the model 

to adjust forecasts for each semester more accurately. This improved both the overall demand 

predictions and the subject-level forecasts for the next four semesters. 

Raw Data & Collection Procedure 

1.​ Quantitative Raw Data 

The study is based on an array of historical booking and attendance data from the WARC 

Academic Center's internal logbook for the period from 2020 to 2025 (including the Fall and 

Spring semesters). ​

 Course Statistics

Collection procedure: The data was provided by the WARC management in CSV/Excel 

format. The collection procedure included consolidating several files for different semesters into 

a single master dataset to ensure a continuous time series. 

2.​ Schedule Snapshots 

Weekly booking screenshots converted into structured tabular data for heatmap analysis.

 Booking Screenshots

3.​ Qualitative Data 

Responses from current tutors collected via Google Forms. Key features: Perceived 

difficulty, reasons for absences, peak hours.​

 WARC Student Booking Survey  (Responses)
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The questions are aimed at the tutors' subjective perception of booking dynamics, 

seasonality of demand (Fall vs. Spring), peak load periods (weeks and hours when slots fill up 

the fastest), and the main reasons for low/high demand in their items. 

Collection procedure:  

-​ Development: The questionnaire was developed based on the preliminary results of EDA 

quantitative data and focuses on key indicators of booking dynamics 

-​ Distribution: The survey was distributed to WARC tutors through email. 

-​ Anonymity: To ensure honest and unbiased responses, participation was completely 

voluntary and anonymous (with the option to leave an email for feedback).  

Data Cleaning 

This project required careful preparation of the raw data before any analysis or 

forecasting could be performed. Although the dataset (2020–2025) was generally 

well-structured, several issues affected its completeness, consistency, and suitability for 

quantitative modeling. The cleaning process focused on two levels: semester-level data and 

inside-semester (week-level, course-level) data. 

1.  Cleaning Semester-Level Data 

The semester-level files contained total planned and booked sessions per subject. Before 

analysis, we corrected several issues related to format, naming consistency, and missing values. 

1.1. File Format Issues. Not all semesters were provided in a usable .xlsx format. A few 

early semesters existed only as screenshot images, which required manual reconstruction into 

structured tables. This step ensured completeness of the time series and prevented gaps in 

forecasting. 

1.2. Inconsistent Subject Names. Some subject names appeared in multiple variations. 

For example, “Writing Fellow” and “Writing Fellows” were used interchangeably, and certain 

subjects that no longer existed appeared only in older semesters.​

 To standardize the dataset, we applied consistent naming rules as shown in Appendix A.3 

(Cleaning and Standardizing the Dataset).​

 This resolved duplication errors that would distort distributions and time-series analysis. 
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1.3. Missing Values Masked as Zeros. Several semesters contained 0 values for specific 

subjects, even when the semester totals indicated substantial activity. These zeros did not 

represent true absence of demand but instead lost, untracked, or unentered values. To avoid 

incorrect interpretation, we replaced zeros with NaN and used linear interpolation to estimate the 

missing values (see Appendix C: Data Interpolation to Replace Missing Values). This ensured 

continuity of the trend line, which is crucial for Prophet and any percentage-based normalization. 

2. Cleaning Inside-Semester Data 

Weekly and course-level booking data required more extensive preprocessing to ensure 

that weekly trends, peak periods, and tutor-specific patterns were correctly captured. 

2.1. Handling “Unknown” or Ambiguous Course Labels. Some entries had blank 

Course names or were labeled as “Other”. Because this information is necessary for identifying 

peak demand by item, unclear values were imputed using the associated Subject field. For 

example, an empty Course entry under “Mathematics” was transformed into “Mathematics 

(General Support)” to retain analytical meaning. 

2.2. Standardizing Course Names (Regex + NLP Rules). Course names were highly 

inconsistent across years: “Intro to Prog”, “Intro Programming” or “Introduction to 

Programming”. Although referring to the same course, inconsistency would incorrectly fragment 

the data and distort weekly patterns. We used Regular Expressions (Regex) and custom 

NLP-style synonym mapping to align all variants under a unified label (e.g., “First Year Seminar 

(FYS)”). This allowed all occurrences of a course to be analyzed as one coherent category. 

2.3. Processing Survey Responses/Survey data from tutors included multiple-choice 

answers recorded as comma-separated strings (e.g., “Peak hours: 12:00–14:00, 14:00–16:00”).​

 To prepare this information for descriptive analysis: multi-select responses were split into 

individual components, values were encoded for frequency distribution, qualitative justifications 

(e.g., reasons for absences) were cleaned and grouped into themes. This processing made the 

survey data usable for identifying perceived peak weeks, problematic subjects, or reasons for low 

demand. 
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Solution of the Problem 

The solution developed in this project integrates historical booking records, 

inside-semester weekly patterns, and tutor survey responses into a unified analytical and 

forecasting framework. By combining descriptive statistics with a robust forecasting model, we 

created a system that supports WARC in allocating tutors’ working hours based on expected 

demand, subject proportions, and semester-specific dynamics. 

The central component of the solution is the forecasting module built using Prophet. The 

model produces predictions for both overall tutoring demand and the expected percentage each 

subject should occupy in future semesters. This allows WARC to determine not only how many 

hours to allocate in total, but also how to distribute those hours among subjects in a proportional, 

data-driven way. The inclusion of the is_spring regressor improves accuracy by reflecting 

structural differences between Fall and Spring booking behavior. 

The project also integrates insights from weekly booking patterns and tutor survey 

responses, identifying peak weeks, high-load periods, and perceived difficulties in specific 

subjects. These findings supplement the model outputs and give WARC a fuller understanding of 

demand patterns beyond semester totals. 

As a final deliverable, WARC receives: 

-​ An Excel table containing predicted subject shares for the next four semesters 

-​ Forecasted changes in overall booking dynamics 

-​ Visualizations of semester trends, subject behavior, and fall–spring shifts 

-​ Interpretations of week-level and survey-based insights 

Together, these components provide a complete and practical solution to the problem of 

strategic tutor scheduling. 

 
 

Limitations 

Despite careful preprocessing and analysis, several limitations remain that may influence 

the interpretation of results and the accuracy of forecasting: 

Zero values and missing data. Some semesters contained zeros in places where tutoring 

activity clearly should have been recorded. These values likely represented missing or untracked 

data rather than true zero demand. Additionally, several semesters had incomplete entries that 
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required interpolation. While statistically reasonable, interpolation still introduces assumptions 

that may not perfectly reflect real booking patterns. 

Limited depth of survey responses. The perception-based insights rely on tutors’ 

self-reported feedback. Such data is inherently subjective and may be affected by personal bias, 

memory gaps, or uneven response rates across different subject areas. As a result, the survey 

findings might not fully represent the experience of all tutors or the complete operational picture. 

Predictive modeling constraints. Time-series forecasting depends strongly on the 

amount and consistency of historical data. The available dataset spans only five years and 

includes periods influenced by exceptional circumstances such as COVID-related changes in 

academic behavior. This limits the reliability of long-term projections and makes the model more 

uncertain in capturing unusual or future shifts in demand. 

 
Possible Predictions 

Semester-Level Forecasts 

Our analysis provides both semester-level and within-semester predictions of booking 

dynamics, helping WARC optimize tutor allocation based on expected demand. The results are 

visualized in several key figures, highlighting trends, seasonality, and subject-specific patterns. 

 

Figure 1. Heatmap: Average Booked % by Subject and Semester 
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The heatmap shows the approximate distribution and workload by subject and semester 

over the entire period. It is evident that Writing occupies a large portion of tutoring sessions, and 

overall trends and percentage allocations between courses change over time. In Fall, demand is 

higher for most subjects except for Russian Language, Accounting, Programming, and Writing 

Fellows. For subjects deviating from this general pattern, the situation likely arises because more 

difficult courses occur only in Spring, often as the second, more challenging part of a course 

where students need additional support. For most other subjects, demand is consistently higher in 

Fall, likely because the start of the academic year brings increased student needs. This figure also 

demonstrates the importance of treating Fall and Spring separately in forecasting, which we 

addressed by including the is_spring regressor in our Prophet model. 

 

Figure 2. Average percentage of booked slots by subject (Spring vs. Fall) 

This figure shows one of our final forecasts for percentage changes in subject load 

relative to the previous semester. The upward trend is clear, while the seasonal pattern between 

Fall and Spring persists and even intensifies as the number of sessions grows. 
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Figure 3. Booking Trend with Percentage Change 

An interesting example is the decline in demand for Programming sessions. This may be 

related to the emergence of AI tools partially replacing the need for tutor support. The figure also 

shows that Programming is in higher demand during Spring rather than Fall. 

 

 

Figure 4. Booked % Forecast Programming 

This forecast highlights a continuing decrease in overall workload for Programming. 

Despite this decline, the subject still occupies a significant portion of total sessions, indicating 

that it remains critical for scheduling attention. 

10 



Data-Driven Tutor Scheduling 

 

Figure 5. Booked % Forecast Writing 

This example shows that Writing continues to dominate session allocation, particularly in 

Fall. The drop in Spring 2022 appears to be an exceptional case. Overall, the trend shows a slight 

decrease in demand, but the seasonal pattern remains: Writing sees higher demand in Fall, likely 

due to First Year Seminar courses and the arrival of new Freshman students. 

Inside-Semester Observations 

Top 15 Courses (Bar Chart): Revealed that First Year Seminar (FYS) and Discrete 

Mathematics are the primary volume drivers, contrasting with niche subjects. 
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Fall vs. Spring Dynamics (Grouped Bar Chart): Showed a distinct drop in Writing 

demand in Spring (-25%), while Accounting (+12%) 

 

Tutor Perception vs. Reality (Comparison): Highlighted that tutors perceive "difficult" 

subjects (like Linear Algebra) as having higher demand than statistics actually show. 

 

Historical Average Booking Dynamics (2020-2025): This bar chart aggregates five years 

of data to show the "average" behavior of each subject. Blue bars represent the average Fall load, 

and red bars represent the Spring load. The long-term data confirms that the Fall-to-Spring drop 

in Writing and Math is a consistent historical pattern. Conversely, Accounting consistently shows 

a "Spring Surge," validating the recommendation to increase Accounting staff specifically in the 

second semester. 
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Weekly Heatmaps: The heatmap identifies critical "crunch times" specifically Weeks 5-7 

(Midterms) and Weeks 13-14 (Finals). During these periods, booking rates reach nearly 100% 

capacity across all subjects. Conversely, Weeks 1-3; 8-9 show underutilization, suggesting an 

opportunity to reduce shifts early in the semester. Due to the fact that the data for the weekly 

analysis was entered manually from screenshots, there may be a slight error. 
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Survey Pie Charts: Identified "Forgot Appointment" as the main reason for student 

absences. 

 

Overall, the semester-level and within-semester forecasts reveal clear trends and seasonal 

patterns across subjects. Fall generally shows higher demand across most courses, while Spring 

sees concentrated peaks for specific subjects like Programming. Writing consistently occupies a 

large share of sessions, particularly in Fall, highlighting the importance of allocating sufficient 

tutor hours for these courses. The forecasts also identify areas of potential under- or 

over-utilization, such as the declining trend in Programming, and exceptional variations like 

Spring 2022. These insights allow WARC to strategically plan tutor schedules, adjust resources 

for high-demand periods, and anticipate shifts in student needs across semesters and within them. 

Conclusion & Recommendations 

The analysis of the historical dynamics of WARC bookings from 2020 to 2025 confirms 

the presence of a pronounced structural and seasonal imbalance in the allocation of resources, 

requiring a transition from intuitive to quantifiable planning. The total load shows a decrease in 

the period from Autumn to Spring by an average of about 11.18%. This indicates the release of 

some of the resources that can be redistributed. There is a significant increase in demand from 
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Spring to next Autumn. This growth averaged 13.4% over the entire observation period, but 

accelerated to 17.4% when accounting for data over the past three years, indicating an increasing 

trend. As can be seen from the projected part, with an overall increase in the number of 

bookings, percentage jumps between semesters are also likely to increase. This means that 

WARC must be prepared for sharper demand fluctuations, which requires a more flexible 

approach to hiring and planning in the coming years. The intra-semester analysis revealed clear 

peak periods (5-7 and 13-14 weeks).  

Based on a comprehensive analysis, we propose a number of strategic and operational 

measures: 

A. Strategic planning (Inter-semester):  

-​ Applying Percentage Distribution Tables: When planning the next semester and 

reviewing courses, you should focus on two percentage load distribution tables (indicated in the 

Problem Statement and presented in the Appendix). This will ensure minimal losses, more 

evenly distributed between the items, thanks to: 

-​ Shifting resources: Redistributing the budget of hours between subjects in accordance 

with projected seasonal demand (for example, an increase in the share of Accounting in the 

Spring semester and a decrease in the share of Writing). 

-​ Volatility Accounting: Using a higher average growth percentage (17.4%) to plan overall 

capacity in future Fall semesters. 

To improve the accuracy of forecasting and optimize the allocation of resources (tutors) 

at the micro level, it is critically important to reconsider the approach to storing historical data. It 

is necessary to implement standardized data storage, which records the weekly dynamics of 

demand for each tutor and subject. 

B. Recommendations based on the Tutor Questionnaire (Operational Improvement) 

-​ Reducing Fear of Courses: It is necessary to consider the possibility of conducting early 

group introductory workshops on the most challenging subjects (for example, Discrete 

Mathematics) to help students adapt to new material and reduce stress, partly caused by the 

teacher's factor. (Tutor 1) 

-​ Implementation of the Waiting System: Due to the problem of cancelled bookings at 

night and frequent absences related to forgetfulness, it is recommended: Implement a "Waiting 

15 



Data-Driven Tutor Scheduling 

List" system. Arrange for automatic SMS/Email notifications to other students during overnight 

or early cancellations so that the vacated slot is not wasted. (Tutor 2) 

-​ Monitoring Demand for Programming: The drop in demand for Programming, potentially 

related to the impact of AI or a change in teaching staff, requires further monitoring. WARC 

should be ready either to reorient tutors to more complex, applied aspects of programming, or to 

reduce the capacity in this subject gradually. (Tutor 3) 
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Appendix 

Tables 
Subject Name Semester Year Distribution Recommendation (%) 

Accounting Fall 2025 6,68 

Economics Fall 2025 10,25 

English Help Fall 2025 2,56 

Kyrgyz Language Fall 2025 0,28 

Mathematics Fall 2025 27,62 

Programming Fall 2025 9,11 

Russian Language Fall 2025 2,32 

Writing Fall 2025 27,78 

Writing Fellows Fall 2025 13,41 

Accounting Spring 2026 8,45 

Economics Spring 2026 7,20 

English Help Spring 2026 2,04 

Kyrgyz Language Spring 2026 0,38 

Mathematics Spring 2026 25,74 

Programming Spring 2026 11,13 
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Russian Language Spring 2026 8,35 

Writing Spring 2026 21,86 

Writing Fellows Spring 2026 14,83 

Accounting Fall 2026 7,06 

Economics Fall 2026 9,31 

English Help Fall 2026 2,65 

Kyrgyz Language Fall 2026 0,15 

Mathematics Fall 2026 29,17 

Programming Fall 2026 8,70 

Russian Language Fall 2026 2,77 

Writing Fall 2026 25,80 

Writing Fellows Fall 2026 14,39 

Accounting Spring 2027 8,86 

Economics Spring 2027 6,22 

English Help Spring 2027 2,12 

Kyrgyz Language Spring 2027 0,26 

Mathematics Spring 2027 27,22 
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Programming Spring 2027 10,77 

Russian Language Spring 2027 8,92 

Writing Spring 2027 19,79 

Writing Fellows Spring 2027 15,83 

Table 1. Percentage of total tutoring time per subject. 

Year Semester Booking Dynamics (%) 

2025 Fall +25.9% 

2026 Spring -14.9% 

2026 Fall +26.5% 

2027 Spring -13.8% 

Table 2. Changes in booking dynamics between semesters. 

Code Fragments 

A. Data Loading & Preprocessing 

A.1. Importing Libraries and Preparing Paths 
1.​ import pandas as pd 
2.​ import matplotlib.pyplot as plt 
3.​ import seaborn as sns 
4.​ import glob 
5.​ import os 
6.​ import numpy as np 
7.​ from prophet import Prophet 
8.​  
9.​ data_folder = "./"   # folder where all Excel files are located 
10.​ output_folder = "./new_charts" 
11.​ os.makedirs(output_folder, exist_ok=True) 

A.2. Loading All Excel Files and Extracting Semester/Year 
1.​ all_files = glob.glob(os.path.join(data_folder, "*.xlsx")) 
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2.​ all_dfs = [] 
3.​  
4.​ for file in all_files: 
5.​     base = os.path.basename(file) 
6.​     parts = base.replace(".xlsx", "").split() 
7.​     semester = parts[1] 
8.​     year = int(parts[0]) 
9.​  
10.​     df = pd.read_excel(file) 
11.​     df["Year"] = year 
12.​     df["Semester"] = semester 
13.​     all_dfs.append(df) 
14.​  
15.​ data = pd.concat(all_dfs, ignore_index=True) 

 
A.3. Cleaning and Standardizing the Dataset 

1.​ data["Subject Name"] = data["Subject Name"].str.strip() 
2.​ data = data[~data["Subject Name"].str.lower().isin(["totals", "total", "grand total"])] 
3.​  
4.​ data["Subject Name"] = data["Subject Name"].replace({"Writing Fellow": "Writing Fellows"}) 
5.​ data = data[~data["Subject Name"].isin(["SPSS"])].copy() 
6.​  
7.​ semester_order = {"Spring": 1, "Fall": 2} 
8.​ data["SemesterOrder"] = data["Semester"].map(semester_order) 
9.​ data = data.sort_values(by=["Year", "SemesterOrder"]).reset_index(drop=True) 

 
B. Prophet Forecast for Overall Booking Trends 

B.1. Preparing Data for Prophet 
1.​ prophet_general_df = data.groupby(['Semester', 'Year', 'SemesterOrder'])[["Count", 

"Booked"]].sum().reset_index() 
2.​ prophet_general_df["ds"] = prophet_general_df.apply( 
3.​     lambda row: pd.to_datetime(f"{row['Year']}-{'03' if row['Semester']=='Spring' else '10'}-15"), 
4.​     axis=1 
5.​ ) 
6.​ prophet_general_df["y"] = prophet_general_df["Booked"] 
7.​ prophet_general_df["is_spring"] = (prophet_general_df["Semester"] == "Spring").astype(int) 

 
B.2. Fitting Prophet Model and Generating Forecast 

1.​ m = Prophet(yearly_seasonality=False) 
2.​ m.add_regressor("is_spring") 
3.​ m.fit(prophet_general_df[["ds", "y", "is_spring"]]) 

 
B.3. Creating Future Semesters 

1.​ last_row = prophet_general_df.sort_values("ds").iloc[-1] 
2.​ last_sem = last_row["Semester"] 
3.​ last_year = last_row["Year"] 
4.​  
5.​ sem_order = ["Spring", "Fall"] 
6.​ next_index = (sem_order.index(last_sem) + 1) % 2 
7.​ year = last_year + (1 if last_sem == "Fall" else 0) 
8.​  
9.​ future_rows = [] 
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10.​ for i in range(4): 
11.​     sem = sem_order[(next_index + i) % 2] 
12.​     month = 3 if sem == "Spring" else 10 
13.​     semester_order_fc = 1 if sem == "Spring" else 2 
14.​  
15.​     future_rows.append({ 
16.​         "Semester": sem, 
17.​         "Year": year, 
18.​         "SemesterOrder": semester_order_fc, 
19.​         "ds": pd.to_datetime(f"{year}-{month}-15"), 
20.​         "is_spring": 1 if sem == "Spring" else 0 
21.​     }) 
22.​  
23.​     if sem == "Fall": 
24.​         year += 1 
25.​  
26.​ future = pd.DataFrame(future_rows) 

 
B.4. Saving Forecast Graph 

1.​ forecast = m.predict(future) 
2.​ forecast["Booked"] = forecast["yhat"] 
3.​ forecast["Semester"] = future["Semester"] 
4.​ forecast["SemesterOrder"] = future["SemesterOrder"] 
5.​ forecast["Year"] = future["Year"] 
6.​ forecast["is_forecast"] = 1 

 
С. Data Interpolation to Replace Missing Values 

1.​ data = data.replace(0, np.nan) 
2.​ data_interp = data.interpolate(method='linear', limit_direction='both') 
3.​ data[data.isnull()] = data_interp[data.isnull()] 
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